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Abstract—Effective runtime power management requires hardware activity to be tracked at a very fine granularity in both space and
time in order to meet diverse workload performance requirements within a tight power budget. As the avaliable instanteneous power
budget itself represents a shared resource, this practically translates into finding the optimal allocation of the power budget among
active tasks of execution. Covert communication over a previously unexplored class of channels thereby becomes possible, which
forms the focus of this paper.
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P ROBLEM S TATEMENT & T HREAT M ODEL

Covert channel attacks involve two malicious entities which are
not allowed to communicate legitimately through overt channels.
Fig. 1 depicts an example. These entities can represent hardware
blocks (such as cores or functional units) or pieces of software
sharing hardware resources [1]. The transmitting end, the source,
has access to sensitive information (such as a secret key), however,
not to any overt channel for information transfer. The receiving
end, the sink, has access to an overt channel for potential data
transfer, but not to sensitive information. Therefore, by having
the data transmitted over a covert channel by the source, the sink
can get access to sensitive information (to possibly communicate
it to third parties subsequently). This covert communication, by
construction, is not obvious to other hardware or software entities
within the same system.

Source

Covert
Channel

Sink

Sensitive

Overt Channel

a previously unexplored class of covert channels. In this work, we
characterize this novel class, communication over which closely
follows the generic model from Fig. 1.
The avaliable instanteneous power budget itself represents a
shared resource, therefore, power management practically entails
finding the optimal allocation of the power budget among active
tasks of execution. As explored previously, many other shared
resources such as caches [2], memory bus [3] or thermal sensors/monitors [4] are vulnerable to covert channel attacks. To
the best of our knowledge, our study is the first to cover covert
communication enabled by power management vulnerabilities,
without the need for any sort of priviledged access to shared
hardware or software resources.
Power management vulnerabilities can give rise to other types
of security problems, as well: For example, JayashankaraShridevi
et al. analyzed two attacks by a malicious third party power
management unit embedded in a mobile system on chip, which
enforces operation at sub-optimal voltages and frequencies, and
thereby degrades the power efficiency [5]. Tang et al., on the
other hand, demonstrated how to infer 128-bit AES keys by fault
injection via overclocking the processor on a real machine [6].

No Overt Channel

Fig. 1: Threat model.
Modern power-limited computing platforms feature sophisticated power management – spanning several software and hardware layers of the system stack – in order to meet diverse runtime
performance needs within the stringent power budget. Controlling
power consumption necessitates hardware activity to be closely
tracked and evaluated at a very fine granularity in both space and
time. Activity monitors in the form of sensors or performance
counters dispersed across chip serve the purpose. At the same
time, such monitors are exposed to the software layers.
The abundance of specialized activity monitors, their exposure
of control to software layers, and the need for tight control to avoid
power budget overshoots, unfortunately, render power delivery and
management particularly vulnerable to covert communication over
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Power management serves two main purposes: (1) Providing
(at least statistical) guarantees that the system does not exceed
the power budget; (2) Optimal allocation of shared processor
resources in meeting possibly conflicting performance requirements. Fig. 2a provides a generic overview: a global controller
(often directed by system-level control at the hardware-software
interface) orchestrates a dispersed set of local controllers across
chip, which modulate the operating point by evaluating continuously monitored local activity. Local controllers feature a
much faster response time to locally-confined power emergencies.
When directed by system-level control to adjust chip-level power
consumption, the global controller reallocates the power budget
among the local controllers by enforcing local operating point
adjustments.
The control loop from Fig. 2b applies to both global and local
controllers from Fig. 2a, without loss of generality. The controller
accepts a power limit as the input and modulates the operating
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Fig. 2: Hierarchical on-chip power management and control (adapted from [7]).
point accordingly to maximize (overall) performance subject to
the (input) power limit. Typical knobs for control are the operating
voltage and frequency (modulated via dynamic voltage frequency
scaling, DVFS) or selective cut-off of idle resources from the
power supply (power gating).
Putting it all together, the global controller imposes a power
budget on the local controllers on-chip, as dictated by the systemlevel control. The local controllers, in response, may adjust the
local voltages/frequencies or power gating schedules accordingly,
which in turn get closely monitored to prevent power budget
overshoots.
Following the threat model from Fig. 1, let us assume that
a source application with access to sensitive information resides
on-chip along with a sink application. We can envision both
applications running on a mobile chip, possibly along with other
applications. For example, the source can be a contacts manager,
and the sink, a weather application [1]. The adjustments to voltage
and frequency usually happen periodically, subject to the speed of
on-chip activity monitors (along with the power distribution network, voltage regulators, and the clock distribution network) [7].
This is because typical monitors rely on periodic time-sampling.
The period P – usually in the order of several processor clock
cycles – is by construction known to the source and the sink. At the
same time, typical power management algorithms are of predictive
nature and try to learn from a history of monitored activity which
are P apart in time from each other.
If the source and the sink are the only applications running
on the system, the source can easily modulate the available power
budget to (i.e., the power headroom of) the sink to encode digital
data as follows: To encode logic 1, the source can run a very
power hungry virus periodically, with a period (known to both
sides) equal to an integer multiple of P. In this manner, the source
can reach its power budget limit, and taint its local activity history
to trick the global controller. The sink can distinguish this case
from no activity (hence, low power consumption) at the source, as
the controllers will very likely trigger emergency power throttling
at the sink – to prevent the instantaneous (system-wide) power
consumption exceed the available budget as a result of excessive
consumption at the source. Under no activity at the source, on
the other hand, such throttling events at the sink become much
less likely. In this particular example, the sink decodes an almost
constant, sizable positive power headroom, as logic 0; and any
power headroom change (periodic at a fixed frequency, as a result
of source’s activity) as logic 1.
The existence of other applications sharing the same processor
resources can challenge such covert communication between the
source and the sink. Sharing inevitably introduces noise to the
covert channel. However, power consumption of sharing applications can also cause a faster onset of throttling at the sink as the

source is sending a logic 1. This is because the sink quantifies its
available power headroom, i.e., decodes the source’s message bit
by bit, by tracking the frequency of throttling events.

3

P ROOF - OF -C ONCEPT ATTACK S CENARIO

Following the threat model from Fig. 1, we assume that the source
and the sink occupy two different cores in a multi-core system.
The source encodes the data to be communicated (to the sink) as
fixed-frequency changes in its activity. The controllers from Fig. 2
naturally track such activity changes to adjust the operating point
(i.e., voltage and frequency) of all cores in the system (including
the sink) accordingly. Therefore, changes in the activity of the
source can easily lead to changes in the available power budget
to (hence, performance of) the sink. The sink can in turn track
such changes using various performance metrics. We will use
Floating Point Operations Per Second (FLOPS), and show how,
by decoding the changes in its FLOPS, the sink can extract the
information sent by the source.
The source encodes bits by modulating its activity, specifically
by going to sleep and waking up periodically. The period (or
frequency) of such activity changes is fixed and known to the
both sides. The source becomes inactive (for a fixed duration)
to send a “0”; periodically active, to send a “1”. During the
active phase, the source executes a highly compute-intensive task.
During the inactive phase, the source remains idle in order to
maximize the difference in power demands between the active
and inactive phases. To start the communication, the source sends
a long bitstream of ones followed by a short bitstream of zeros (of
known lengths). The sink uses this header to synchronize with the
source.

GFLOPS rate

Moving
Maximum
Filter
(MMF)

DFFT
filtered signal

information

Fig. 3: Information retrieval at the sink.
The sink recognizes the header string by periodically probing
the channel. The probing period is shorter than the duration of
the “1”s in the header. Upon recognizing the header, the sink
starts listening to the actual activity in the channel, by running
a floating-point heavy loop. By tracking loop iterations, the sink
samples its own Giga FLOPS (GFLOPS) rate. As an example,
the sink can extract the leaked information from its own GFLOPS
rate by simply following the methodology from Fig. 3: First step
is removing noise from the GFLOPS rate by using a Moving
Maximum Filter (MMF). MMF is a low-pass filter which assigns
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Fig. 4: Information retrieval under two scenarios: the source is not active (top row); the source is active (bottom row).
the maximum value (of all points) around a given point p to p.
Among many alternatives, we pick MMF based on the shape of
the signal constituting temporal changes in GFLOPS, as shown
in Fig. 4d. After filtering the noise, the sink takes the discrete
Fourier Transform (DFFT) of the signal. Next, in frequency
domain, the sink checks for a peak at the activity frequency of
the source – recall that the activity frequency is fixed, known to
both parties, and captures the sleep/wake-up period of the source
(and not the actual operating frequency). If a peak exists, the
source communicated a “1”, otherwise, a “0”. To distinguish a
“1” from potential noise, a threshold in the frequency domain can
help. To extract this threshold, we profile the DFFT output when
the source is inactive, to capture the impact of background noise,
which evolves as a function of the workload. Only if the peak
exceeds the threshold, the sink records a “1”.

4

E VALUATION S ETUP

As a proof of concept, we next characterize covert communication
between the source and the sink on a laptop machine featuring an
Intel Xeon E3-1505M v5 processor (Table 1) and Ubuntu 14.04.5.
To maximize power efficiency, as both the source and the sink
are floating-point heavy, the operating system’s power manager,
governor (in its default mode on demand) tries to allocate the
maximum possible frequency (subject to the available power
budget) to the source (during active phases) and the sink.
On the receiving side of the covert channel resides the sink
application constituting a floating-point heavy loop, which is able
to periodically measure its own GFLOPS rate. Using system
interrupts, the sink periodically dumps the loop counter to a file,
which is then used to decode leaked information. We compile this
application using GNU GCC version 4.8.4, with all optimizations
disabled. On the source side resides, as explained in Sect. 3,
a highly power hungry application. We use the latest version

number of cores
technology node
frequency
L1 instruction
L1 data
L2
L3 (shared)

4 (8 threads)
14nm
2.80GHz (3.70GHz Turbo)
32 KB 8-way set associative
32KB 8-way set associative
256 KB 4-way set associative
8 MB 16-way set associative

TABLE 1: Baseline processor.
of MPrime [8] (v2810) to this end, specifically the Torture
Test mode to maximize the power consumption in active phases.
We periodically pause or resume MPrime to mimic sleep/wakeup phases of the source, by kill -TSP and kill -CONT,
respectively.
To minimize simulation noise, we pin both the source and
the sink applications to cores during the entire execution, and we
experiment with various core combinations. We sweep the activity
frequency of the source (running MPrime) in the range of 10,
2, 1, and 0.2Hz, respectively, to quantify the sensitivity of the
covert channel capacity to the source activity. We empirically set
the frequency at which the sink measures its own GFLOPS rate
to at least one tenth of the activity frequency of the source. We
implement the information retrieval steps from Fig. 3 in MATLAB
R2016a.
To find a threshold for DFFT in order to distinguish between
the signal (i.e., a logic 1) and the noise (i.e., a logic 0 – as the
source is idle in this case, only background noise would be visible
to the sink), we characterize the background noise by running a
typical workload including web browser, file explorer, text editor,
terminal, etc. Such a workload, as well as kernel tasks, form
the main sources of noise in this communication channel. As a
proof-of-concept, we only analyze covert communication under
typical use and leave further exploration of channel capacity under
worst-case background noise to future work. On a system running
numerous power hungry applications with activity rates similar to
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the source’s, we expect to see lower channel capacity.

E VALUATION

We start the evaluation with GFLOPS characterization on the sink
side, considering two scenarios: the source being inactive (Fig. 4a–
4c) vs. the source being periodically active (Fig. 4d– 4c). For this
experiment, the source’s activity frequency is 0.2Hz. Fig. 4a (when
the source is inactive) and Fig. 4d (when the source is periodically
active) depict the actual GFLOPS measured at the sink. All figures
capture 30 seconds of activity, without loss of generality. Fig. 4d
reveals how the peak GFLOPS change with the source’s activity,
periodically. Otherwise, as Fig. 4a indicates, the peak GFLOPS
remains mostly constant when the source is not active. For both
cases, the moving maximum filter effectively eliminates noise
from the respective GFLOPS signals, as demonstrated by Fig. 4b
and Fig. 4e. Comparing Fig. 4f to Fig. 4c, we can identify the peak
at the source’s activity frequency of 0.2Hz. As Fig. 4c reveals, the
peak vanishes if the source is inactive. The DFFT output increases
by 24.7× when the source becomes periodically active.
Fig. 4 provides a proof of concept for covert communication
exploiting power management vulnerabilities. The analysis spans
30 seconds of execution. In other words, we need 30 seconds of
communication to extract one bit of information, which translates
into nearly 0.033 bits per second. Although a relatively high
confidence applies when it comes to the retrieval of the leaked
information at the sink (Fig. 4f), the bit rate is low. We next look
into how much we can increase the channel bit rate by trying
to extract information from GFLOPS data over a shorter time
window, considering the accuracy of communication.
We pin the sink and the source applications to two cores, and
experiment with different core combinations for tens of minutes to
collect GFLOPS data at the sink. We repeat the same experiments
as before, just for a longer time window. We adjust the DFFT
threshold to characterize the background noise in the channel
when the source is inactive. For each time window (with each
implying a specific bit rate), we pick 1000 samples where the
source is periodically (in)active. Following the methodology of
Fig. 3, we first find the DFFT of the GFLOPS signal for the cases
when the source is not active, to quantify the background noise.
The maximum DFFT among all (background noise) samples gives
us a worst-case threshold, which we use to distinguish between the
actual signal (due to the source’s activity) and the (background)
noise. Then, we compare the DFFT output of all samples (when
the source is periodically active) to this threshold to detect a
logic “1”. We quantify communication accuracy as the ratio of
the samples (with the source being active) which have a DFFT
larger than the threshold.
Fig. 5 depicts how the communication accuracy degrades
as the bit rate increases. The X-axis captures bit rate (bits per
second); the Y-axis, communication accuracy (%). This figure
corresponds to an activity frequency of 0.5Hz at the source, at
which we recorded the fastest error-free communication. Fig. 5
reflects the worst case among all different core pinning options.
Communication accuracy starts to degrade when we try to send
more than 0.17 bits per second, as captured by the dashed line.
Activity Frequency (Hz)
Communication rate (bits/s)

0.2
0.13

0.5
0.17

1
0.09

5
0.02

TABLE 2: Maximum error-free communication rate for different
source activity frequencies.
We sweep the activity frequency at the source to extract
the fastest error-free (i.e., of 100% accuracy) communication.
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Fig. 5: Communication accuracy at different bit rates.
We observe a similar pattern as shown in Fig. 5 for different
activity frequencies. For each activity frequency, considering the
worst case core-pinning combination, we find the maximum errorfree communication rate (i.e., the correspondent of the dashed
line of Fig. 5). Table 2 summarizes these maximum error-free
communication rates for different source activity frequencies. We
observe that the fastest communication happens if we set the
activity frequency of the source to 0.5Hz. As we try to increase
the activity frequency to increase the communication rate, the
channel becomes more noisy, since kernel background tasks cover
approximately the same frequency range. These high frequency
changes are already visible in Figs. 4a and 4d. In other words, by
increasing the activity frequency, we get closer to the frequency
range that we are trying to eliminate from the GFLOPS signal
using the maximum moving filter. Therefore, for higher activity
frequencies at the source, such as 1Hz and 5Hz, we do not get
a better communication rate, while by increasing the activity
frequency from 0.2Hz to 0.5Hz, communication becomes faster.

6

C ONCLUSION

This paper introduces a novel class of covert channels enabled
by power management vulnerabilities. Only the characterization
of such vulnerabilities can fundamentally change how the power
delivery and management is accomplished in modern systems,
where security has emerged as a design parameter as important
as (or more important than) performance, power or reliability.
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